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Outline
• Bandits and MDP

• One-Pass Bandits

• RL Implications
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Part 1. Bandits and RL

• MDP

• Tabular MDP

• Function Approximation

• Policy Gradient



Lecture 5. Online MDPsPeng Zhao (Nanjing University) 4

MDP
• In RL, the interaction between the agent and environments is 

usually captured/modelled as an MDP.
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RL concepts
• Trajectory: ��: =  �0, �0, �0, �1, …, ��−1, ��−1, �� .

• Policy: �
• A stationary policy � :  �  →  ∆ �  specifies a decision-making strategy 

in which the agent chooses actions based only on the current state, i.e. 
��  ∼  � ·  �� .  

• A deterministic, stationary policy is of the form � :  �  →  �.

• Goal: maximize cumulative reward
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Tabular MDP
    

•  Memoryless Property : The future depends only on the present, not on the past.

•  Full Observability : The agent has access to the complete and true state of the 

environment at each time step.
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Tabular MDP
  • Instead optimize one step reward in bandits, we need maximize the 

cumulative reward.  

We optimize the following regret to achieve the goal.
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Bellman Equation

  

DP version

• Policy Evaluation via Bellman Recursion
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Exploration vs Exploitation

 

Try uncertain actions to collect information.

⁻ improves future estimates of rewards and            

transitions

Exploration

❑Known model: dynamic programming yields

❑Unknown model: agent must learn while interacting with the environment.

Cost: possibly lower immediate reward

Choose action with highest estimated value.

⁻ maximizes reward under the current model

Exploitation

Risk: inaccurate estimates may cause persistent 

mistakes

trade-off

The key challenge is to balance immediate reward and information gain.
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Tabular Episodic MDP
• With unknown environments, it’s necessary to make episodic trials.

• Episodic MDP: repeat the same task many times, each for � steps.
• �: horizon length of each episode
• �: number of episode
• �  =  ��: total number of interaction steps
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Tabular episodic MDPs vs. MAB
❑Regret over � episodes:

❑Episodic MDP: 

MAB is a special case 
of episodic MDP with 
no state transition.

Key relation
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UCB for MAB
• We cannot directly visit any state-action pair. Consider this example, we must use 

strategic exploration to visit ��+1 . We try to use UCB algorithm in MAB.
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Employ UCB to MDPs

 

Ø UCB principle: estimate the unknown parameters, construct confidence sets, 

and choose the optimistic model.

Assumptions

•  

•  
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Employ UCB to MDPs
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Employ UCB to MDPs
 

We then analysis the estimation error to build high confidence interval. 
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Proof of Estimation error 
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Proof of Estimation error 
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Employ UCB to MDPs

  

Add estimation error to bellman function and get UCB functions as follows.
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Optimism
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Employ UCB to MDPs

 

Principle: Estimate transitions and plan optimistically with UCB bonuses.
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Employ UCB to MDPs

 

Jaksch et al., Near-optimal Regret Bounds for Reinforcement Learning, JMLR, 2010.
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Proof of regret bound

Jaksch et al., Near-optimal Regret Bounds for Reinforcement Learning, JMLR, 2010.
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Proof of regret bound

bonus term transition estimation error
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Proof of regret bound
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Proof of regret bound

union bound
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Proof of regret bound
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Proof of regret bound
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Optimality Concern

Azar et al., Minimax Regret Bounds for Reinforcement Learning, ICML, 2017.

•  

•  
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A Reflection

Jaksch et al., Near-optimal Regret Bounds for Reinforcement Learning, JMLR, 2010.

 

•  

•  

Takeaway: The regret scales with both � and �. In real problems, large 
state and action spaces imply that many learning episodes may be required.



Lecture 5. Online MDPsPeng Zhao (Nanjing University) 30

Part 1. Bandits and RL

• MDP

• Tabular MDP

• Function Approximation

• Policy Gradient
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Function Approximation
Tabular MDPs: usually maintain a table to store values for all states (or state-
action pairs), which scales with state number � and action number �.

We discover through 
experience that this state is bad

In tabular methods, we know 
nothing about this state.

We know nothing about 
this state either!

But this has a poor scalability in practical scenarios; and many structures yet to exploit…
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Function Approximation
RL Function approximation: approximate using a parameterized function. 

• To avoid bad dependence on #states �, #action � in tabular MDPs

• Describe states (or state-actions) using feature representations in ℝ�.

• A modern choice: DNN as a feature representer

similar 
output

parameterize MDP model with a low-dimensional representation 
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Linear MDP and Linear Mixture MDP
Random transition with

• � and � are known function.

• � and w are unknown. 

• The difference is whether model 

next step to known function. 

• We will use Linear MDP.
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Linear Mixture MDP
• Linear Mixture MDPs

• Linear Bandits

• Linear modeling assumption:

Linear bandits serve as 
a foundational tool for 
understanding linear 

mixture MDPs
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Linear Mixture MDP
 

Zhou et al., Nearly Minimax Optimal RL for Linear Mixture MDPs, COLT, 2021.
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Linear Mixture MDPs

Reward estimation

Transition estimation

Regret boundEstimation error

• Least square for parameter estimation

agent environment
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Linear MDP and Tabular MDP
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Linear Bellman Equation
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Planning with a Known Model

DP version
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Transition Estimator

unknown part known since backward
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Estimation Error
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Estimation Error analysis
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Estimation Error analysis
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Construct UCB algorithm
• We add estimation error as bonus part and get

Lin-UCBVI
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Lin-UCBVI
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Regret analysis
 

Jin et al., “Provably Efficient RL with Linear Function Approximation,” COLT, 2020.
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Regret analysis
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Regret analysis
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Efficient Concern
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Part 1. Bandits and RL

• MDP

• Tabular MDP

• Function Approximation

• Policy Gradient
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Policy Optimization
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Vanilla Policy Gradient

A vanilla idea: do gradient ascent to         although the optimization 
problem is non-convex in many cases).

Vanilla Policy Gradient (REINFORCE)
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Vanilla Policy Gradient
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Baseline Policy Gradient
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Baseline Policy Gradient
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Actor-Critic

Example: estimator via TD error
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Natural Policy Gradient

Optimizing over parameter space Optimizing over policy space

?
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Natural Policy Gradient

Constrained
form:

Mirror descent
form:
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Trust Region Policy Optimization (TRPO)

Constrained form of NPG:

TRPO:
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Proximal Policy Optimization (PPO)

TRPO:

PPO-KL Penalty:

PPO-Clip:
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Proximal Policy Optimization (PPO)
PPO-Clip:

PPO in practice:
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Group Relative Policy Optimization
GRPO can be viewed as a critic-free variance of PPO:
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Group Relative Policy Optimization 
GRPO can be viewed as a critic-free variance of PPO:
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A Good Reference for RL Theory
• Reinforcement Learning: Theory and Algorithms
• Agarwal, Brantley, Jiang, Kakade, and Sun
• In Progress

https://rltheorybook.github.io
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Part 2. One-Pass Bandits

• One-Pass Learning

• Generalized Linear Bandits

• Heavy-Tailed Linear Bandits

• Implication to RL
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Interactive Machine Learning
• Many ML systems are now interactive with environment/user… 

agentic system self-driving carrecommendation

• Interactive Learning: effective and efficient over long horizon  
− online horizon � can be very large (millions/billions of rounds), or even unbounded

− impossible to store all historical interactions (memory cost, privacy, etc).
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One-Pass Learning
• “Re-fitting” fails at scale: a standard estimator at round t

• One-Pass Learning

regularized ERM/MLE:

ü per-round time/storage memory: poly � , independent of �

ü no historical data kept (esp. privacy issue..)
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Bandits: Estimate-Action
• LinUCB [Abbasi-Yadkori et al., NIPS 2011]

Parameter Estimation Learning History ØEstimator: regularized least-square

ØAction: upper confidence bound

exploit explore

estimation error 
relates to exploration
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LinUCB is Naturally One-Pass 
• Linear Bandits:

sufficient statistics ü Rank-1 Update:  only � ��  cost ü Online Update

• Beyond linear bandits: More Expressivity
(i) Generalized linear bandits

Linear Non-linear 

(ii) Heavy-tailed linear bandits

Gaussian 

Heavy-tailed

a special gift of 
quadratic loss
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① Generalized Linear Bandits
• Generalized linear reward modeling:

Logistic model: binary feedback (click/not-click, prefer/not-prefer)

• GLM-UCB [Filippi et al., NIPS 2010]

Ø Estimator: regularized maximum likelihood estimator 

Ø Action: UCB

convex but 
not quadratic! 
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② Heavy-Tailed Bandits
• Heavy-tailed reward modeling:

Heavy-tailed noise, with (� + �)-moment bounded

• HEAVY-OFUL [Huang et al., NeurIPS 2023]

Ø Estimator: adaptive Huber regression (reduce penalty for large deviation )
squared

Huber

• Heavy-tail: only a low-order moment is bounded (even variance unstable)
• Sub-Gaussian: exponential tail decay  all moments are controlled

Esp. data contamination/large noise
(e.g., in finance, sensor/IoT data).

only partially
quadratic! 
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Efficiency Concerns

• Heavy-tailed LB: adaptive Huber regression

Question: Can Generalized/Heavy-tailed LB enjoy one-pass algorithms?

• Stochastic LB: least squares (closed-form solution)

• Generalized LB: maximum likelihood estimator

one-pass update

convex but non-quadratic loss

infeasible!
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SGD for One-Pass Update?
Can we use SGD to incrementally solve MLE? 

bandits need estimation for:Why plain SGD is not enough?

no longer i.i.d., so classical guarantees are not applied
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Our Method: Online Mirror Descent
• OMD is a powerful framework for online regret optimization.

consider both gradient update and geometry 
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Curvature-aware OMD Estimator
OMD with local norm (curvature-aware geometry matrix)

ü GLB: use OMD and exploit self-concordance property to design the geometry matrix.

ü Hvt-LB: use OMD and adaptively adjust Huber loss regions to set the weight.

require a careful design
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“Self-Normalized” Error Analysis
• OMD: from regret optimization to statistical estimation.
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“Self-Normalized” Error Analysis
• Standard regret analysis of OMD with twist yields

Importantly: compatible with self-normalized concentration
key to address on-policy dependence (details omitted…)
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① Generalized Linear Bandits
• OMD-based estimator: curvature-aware local norm design 

Computational Efficiency

Technique: self-concordance property, second-order approximation, lookahead regularizer, etc. 
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① Generalized Linear Bandits

Proof.

Lemma 1
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① Generalized Linear Bandits

inverse regret

mix loss
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① Generalized Linear Bandits

Proof.
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① Generalized Linear Bandits

Proof.
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① Generalized Linear Bandits

Proof.
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① Generalized Linear Bandits

Proof.
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① Generalized Linear Bandits

MLE OMD

GLB-OMDGLM-UCB

one-pass!

The first one-pass GLB algorithm with (almost) optimal regret guarantee!

[Zhang-Xu-Z-Sugiyama, NeurIPS’25] Generalized Linear Bandits: Almost Optimal Regret with One-Pass Update. 
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① Generalized Linear Bandits
Proof.
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② Heavy-Tailed Bandits
• OMD-based estimator: curvature-aware local norm design 

Computational Efficiency

Technique: adaptively adjust the threshold/renormalized factor in Huber loss, exploit curvature of in/out-liers
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② Heavy-Tailed Bandits

MLE OMD

Hvt-UCBHEAVY-OFUL

one-pass!

The first one-pass algorithm for heavy-tailed linear bandits with (almost) optimal regret!

[Wang-Zhang-Z-Zhou, ICML’25] Heavy-Tailed Linear Bandits: Huber Regression with One-Pass Update. 
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Part 3. RL Implications

• Function Approximation 

• RLHF
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① Function Approximation
q Linear Function Approximation

q General Function Approximation

• Eluder dimension [Russo and Roy, 2013, Jin et al., 2021]

• Decision-Estimation Coefficient (DEC) [Foster et al., 2021]

• Admissible Bellman Characterization (ABC) [Chen et al., 2023]

• …

• Linear mixture MDPs [Ayoub et al., 2020]:
• Linear / low-rank MDPs [Jin et al., 2020]:
• …

linearity is hard to 
satisfy in practice!

Technically, this "linear" 
MDP parametrization 
arises because it can be 
reduced to and solved by 
stochastic linear bandits, 
which is well-understood. 

usually no computationally efficient algorithms provided

computationally efficient 
beyond linearity?
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MNL Function Approximation
q A new class: Multinomial Logit (MNL) function approximation

MNL mixture MDPs: 

Probability

[Hwang and Oh, 2023]
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Key Challenge: non-linearity

MNL mixture MDPs: 

� is the minimum slope

Regularity assumption: 

Linear mixture MDPs: 

even two vastly different inputs 
will have much similar outputs
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MNL Mixture MDPs
• OMD for one-pass estimation

Match the results for linear mixture MDPs except for the dependence on �.

[Li-Zhang-Z-Zhou, NeurIPS’24] Provably Efficient Reinforcement Learning with Multinomial Logit Function Approximation.

one-pass!
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② RLHF
RLHF (or preference OPT): align model towards human preferences or values.

• RLHF wants to use input to improve LLM
i.e., align LLM with human’s preference or value (encoded in the preference data)

• Output: a fine-tuned LLM with better aligned preference

“Here is a joke for you: …”

a’

“Please write a joke for me.”

“Sorry, I can’t.”

• Input: a 4-argument preference tuple
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RLHF for Alignment

• A standard pipeline of RLHF: reward modelling + PPO

(i) reward model learning (ii) policy optimization (guided by reward model)
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Online RLHF
General Framework of Online RLHF

1：New data collection: sample a  tuple  ��,  ��,  ��
′ , obtain the preference label ��,    

        expand the dataset:  ��+1 =  �� ∪  ��,  ��,  ��
′ ,  �� 

2：Reward Modeling: Train reward model ��+1 based on dataset ��+1

3：Policy Optimization: Update the policy ��+1 using the learned reward model ��+1

Policy Model
��+1 �∣�  

Reward Model
��+1 �,  � 

reward 
modeling

policy 
optimization

 ��   ��   ��
′  ��

new data

dataset ��
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Reward Model Learning
• How to model the underlying reward based on observed data?

• Reward Modeling: Maximum Likelihood Estimation (MLE)

At iteration �: 
per-round time: � �log � , 

storage memory: � � 
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Deploying bandits techniques
• Linear reward model assumption

• Contextual dueling bandits

BT model
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One-Pass Reward Modeling

Regret bound

• OMD for one-pass estimation

constant time and storage cost,
independent of t

look-ahead
local norm

second-order
approximation

Estimation error

Define gradient and Hessian:

[Li*-Qian*-Z-Zhou, NeurIPS’25] Provably Efficient Online RLHF with One-Pass Reward Modeling.

one-pass!



Lecture 5. Online MDPsPeng Zhao (Nanjing University) 100

Summary
❑ How to do interactive learning without revisiting history with guarantee?
❑ One-Pass Bandits 

• Beyond linear bandits: For non-quadratic loss, MLE doesn’t enjoy the one-pass property
• Generalized linear bandits: exploit the self-concordance property of the link function
• Heavy-tailed linear bandits: adaptively set Huber threshold to adjust curvatures such that 

outliers fall in the linear region, while normal data remain in the quadratic region

❑ OMD Estimator
• Online Mirror Descent as a statistical estimator, where the curvature-aware adaptivity is 

crucial for the local norm design; similar to “from SGD to AdaGrad/Adam”

❑ RL Implications
• RL with function approximation: MNL mixture MDPs (related to GLB)

• RLHF: Bradley-Terry model naturally relates to logistic bandits, etc.
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[NeurIPS 2025] Yu-Jie Zhang, Sheng-An Xu, Peng Zhao, Masashi Sugiyama. Generalized 
Linear Bandits: Almost Optimal Regret with One-Pass Update. 
[ICML 2025] Jing Wang, Yu-Jie Zhang, Peng Zhao, and Zhi-Hua Zhou. Heavy-Tailed Linear 
Bandits: Huber Regression with One-Pass Update. 
[NeurIPS 2025] Long-Fei Li*, Yu-Yang Qian*, Peng Zhao, Zhi-Hua Zhou. Provably Efficient 
Online RLHF with One-Pass Reward Modeling.
[NeurIPS 2024] Long-Fei Li, Yu-Jie Zhang, Peng Zhao, Zhi-Hua Zhou. Provably Efficient 
Reinforcement Learning with Multinomial Logit Function Approximation. 
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